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Abstract

We explore intent-specific counterspeech gen-
eration to tackle hate speech online. Using the
IntentCONAN v2 dataset—with 9,532 train-
ing examples balanced across four rhetorical
intents (Informative, Denouncing, Question-
ing, and Positive)—we propose QUADRA,
a modular framework with a shared Hate-
BERT encoder and intent-specific BART de-
coders. QUADRA investigates three fusion
mechanisms (Linear, Shared, and Cross At-
tention) to effectively combine hate speech
embeddings with intent representations. For
evaluation, we introduce DialoRank, a zero-
shot DialoGPT-based ranking method that as-
sesses responses by intent relevance. Results
show that QUADRA outperforms DialoGPT
and GPS baselines across lexical and semantic
metrics, with SharedFusion achieving the best
performance (ROUGE-1: 0.251, METEOR:
0.158, BERTScore F1: 0.871). Our findings
highlight the effectiveness of intent condition-
ing and multi-decoder architectures in gener-
ating contextually appropriate and rhetorically
impactful counterspeech.

1 Introduction

The widespread adoption of online platforms
has amplified the reach and impact of hate speech.
Conventional moderation strategies such as con-
tent removal or user bans often fall short—raising
concerns over censorship and failing to address the
deeper issues of harmful discourse. In contrast,
counterspeech has emerged as a promising alterna-
tive: civil, persuasive responses aimed at challeng-
ing hate, encouraging constructive dialogue, and
influencing both perpetrators and bystanders.

While recent advancements in language gener-
ation have enabled automated counterspeech gen-
eration, most existing systems focus on producing
a single generic response per hate speech instance.
This overlooks the importance of rhetorical intent,
which plays a critical role in shaping the reception
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and effectiveness of counterspeech. Prior work (1)
has shown that communities respond differently to
various styles of counterspeech—such as informa-
tive rebuttals, empathetic messages, or critical ques-
tioning—highlighting the need for more context-
sensitive generation strategies.

In this work, we present QUADRA (QUAD-
based Response Architecture), a modular frame-
work for intent-aware counterspeech generation.
QUADRA is designed to produce multiple stylisti-
cally distinct responses aligned with communica-
tive intents and select the most contextually ap-
propriate one. By leveraging specialized encoders
and decoders alongside a reranking mechanism,
our approach encourages diversity, relevance, and
rhetorical alignment in generated outputs.

We evaluate QUADRA on the IntentCONAN
v2 dataset and benchmark it against leading sys-
tems such as DialoGPT and the Generate-Prune-
Select (GPS) framework. Our experiments show
that QUADRA achieves significant improvements
in both semantic and lexical evaluation metrics,
as well as intent classification accuracy, demon-
strating the value of intent-driven generation in
counterspeech modeling.

2 Related Work

Counterspeech generation has emerged as a crit-
ical area in NLP, with various models aiming to
generate diverse, context-aware, and non-toxic re-
sponses. Two major architectures that inform our
work are the Generate-Prune-Select (GPS) frame-
work and Microsoft’s DialoGPT.

2.1 Generate-Prune-Select (GPS)

The GPS framework proposed by (4). adopts a
modular pipeline to ensure response diversity and
quality. It consists of:

* Generate: A VAE-based module generates
diverse candidate responses conditioned on
hate speech inputs.



* Prune: A lightweight classifier filters ungram-
matical or incoherent outputs.

* Select: Retrieval-based techniques such as
TF-IDF are used to select the most contextu-
ally relevant response.

While GPS ensures modularity and interpretabil-
ity, our model aims to unify generation and filtering
via end-to-end trainable fusion modules, thereby
improving fluency and contextual sensitivity in a
single pass.

2.2 DialoGPT

DialoGPT (3) is a large-scale generative model
fine-tuned on Reddit conversations. As an autore-
gressive transformer-based language model derived
from GPT-2, DialoGPT is optimized for generating
human-like dialogue responses. Its multi-turn train-
ing structure captures long-range conversational
dependencies effectively.

DialoGPT serves as our foundational baseline.
Howeyver, it often suffers from bland or inconsistent
outputs in emotionally charged or domain-specific
settings such as counterspeech. Inspired by its ro-
bust generation capability, we incorporate fusion ar-
chitectures to enrich contextual and semantic align-
ment, improving over DialoGPT in both lexical
diversity and relevance.

3 Dataset Description

We use the IntentCONAN v2 dataset, a curated
subset of the original IntentCONAN benchmark
designed for training intent-aware counterspeech
generation models. Each counterspeech is explic-
itly labeled with a communicative intent that re-
flects the rhetorical strategy used to counter the
hate speech.

In IntentCONAN v2, only four intents are in-
cluded:

Category Training | Validation | Testing
# Entries 9532 2971 1470
# Unique HS 2383 1097 900
Informative 2383 747 369
Denouncing 2383 742 366
Positive 2383 741 370
Questioning 2383 741 365

Table 1: Distribution of dataset statistics across training,
validation, and testing sets.

¢ Informative: Offers factual corrections to dis-
pel misinformation.

Metric DialoGPT GPS
Category Accuracy 0.681 0.754
ROUGE-1 0.130 0.176
ROUGE-2 0.003 0.030
ROUGE-L 0.105 0.132
METEOR 0.040 0.116
BS (Precision) 0.791 0.240
BS (Recall) 0.808 0.121
BS (F1) 0.799 0.180

Table 2: Evaluation metrics comparing DialoGPT and
updated GPS results.

* Denouncing: Explicitly condemns the hate

speech or its ideology.

* Question: Asks critical questions to expose

flawed reasoning or assumptions.

* Positive: Responds with empathy, encourage-

ment, or kindness.

An additional intent, Humour, is present in the
original IntentCONAN dataset and involves using
wit or irony to de-escalate and disarm hate speech.
However, this intent is not included in the Intent-
CONAN v2 subset used in our study.

4 Baselines

For the baselines, we fine-tuned DialoGPT-
small (3), the GPS model (4), and included the re-
ported results from the QUARC model (1) for com-
parison. The models were evaluated using a com-
bination of lexical and semantic metrics. Table 2
presents the evaluation results for all three models,
where DialoGPT serves as a generation-based base-
line, GPS represents a retrieval-generation pipeline,
and QUARC is the current state-of-the-art two-
stage intent-conditioned generator.

S Methodology

Our approach, QUADRA, is a modular ar-
chitecture for intent-aware counterspeech gen-
eration with four specialized heads: informa-
tive, denouncing, humorous, and positive. In-
put hate speech is first processed by HateBERT:
Hate Speech Embedding Layer to extract hate-
specific semantic embeddings. Simultaneously,
four intent-specialized BART encoders (2) (QUAD-
BART: Intent-Specific Hate Representation),
each trained exclusively on hate speech matching
their target intent, create intent-specific representa-
tions. A Fusion Module: Enriching Hate with In-
tent then combines the HateBERT embedding with
each intent representation to create enriched con-



textual vectors, which are passed to intent-specific
BART decoders (Multi-Decoder Response Gen-
erator) to generate candidate responses. Finally,
DialoRank: Intent-Aware Reranking Module
selects the most appropriate counterspeech based
on relevance, tone, and alignment.

5.1 Input Representation

Our framework distinguishes between hate
speech and counterspeech inputs to better align
with the respective encoder and decoder architec-
tures. Hate speech is tokenized using the Hate-
BERT tokenizer, ensuring compatibility with the
HateBERT encoder, which captures nuanced lin-
guistic cues in hateful content. Counterspeech is
tokenized using the BART tokenizer to align with
the decoder’s vocabulary and structure for effective
generation.

Each data sample in the IntentCONAN v2
dataset includes:

* Hate speech tokens with attention masks for
the encoder.

* Counterspeech tokens as targets for genera-
tion.

* Intent label indicating the rhetorical strategy.

¢ Full intent set for multi-intent evaluation sce-
narios.

* Raw hate speech text used during inference
and prompting.

Only the tokenized hate speech, counterspeech,
and intent label are used for model training. The
remaining fields support evaluation and qualitative
analysis.

5.2 Feature Encoder using HateBERT

To encode hate speech for intent-aware gener-
ation, we use HateBERT (6), a RoBERTa-based
model pre-trained on toxic Reddit communities.
HateBERT has demonstrated superior performance
over general-purpose models such as BERT and
RoBERTa on hate speech detection benchmarks,
including OLID (F1: 0.86 compared to 0.83/0.81)
and HateXplain, due to its domain-specific pretrain-
ing. This makes it particularly adept at capturing
the subtle, implicit, and veiled forms of hate speech
that are common in real-world social media scenar-
i0s.

In our framework, HateBERT encodes the hate
speech into rich contextual embeddings, which
are then projected into four distinct representa-
tions, each aligned with a target communicative in-
tent—Informative, Questioning, Denouncing, and

Positive. These intent-conditioned vectors guide
their respective decoders, facilitating the generation
of contextually relevant and rhetorically appropri-
ate counterspeech.

5.3 QUAD Bart Decoder Network

The proposed CounterSpeechNetwork gener-
ates intent-specific counterspeech by combining
hate speech and intent embeddings. It consists of:

* A shared FeatureEncoder to extract hate
speech and intent representations.

* Four specialized BART decoders, each corre-
sponding to one of the intents: informative,
questioning, denouncing, and positive.

e A fusion mechanism (Linear, Shared, or
Cross Attention) to combine hate speech
and intent embeddings before decoding.

During training, the network uses teacher forc-
ing with cross-entropy loss to train each decoder
independently. At inference, all decoders generate
candidate responses, which are then scored by a
pretrained DialoGPT-LLM to select the most ap-
propriate output.

5.3.1 Fusion Mechanisms

* Linear Fusion: Simply concatenates the hate
speech and intent embeddings and projects
them through a linear layer to match the BART
input dimensions. Each decoder has its own
fusion layer.

* Cross Attention Fusion: Utilizes a shared
cross-attention module where hate speech em-
beddings act as queries (()) and intent embed-
dings as keys (K) and values (V). Multi-head
attention enables fine-grained alignment be-
tween modalities. The attention mechanism is
defined as:

. QKT
Attention(Q, K, V') = softmax Vv
Vg
where

Q=Wyh, K=Wge, V=W

are linear projections of the hate speech em-
bedding h and intent embedding e, and dj,
is the head dimension. The attended output
is passed through residual connections and a
feedforward network:

z = LayerNorm (Attention(Q, K, V') + e)

Output = LayerNorm (FFN(z) + z2)
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Figure 1: Overview of the proposed framework. Left: Training with HateBERT and intent-specific BART decoders.
Right: Evaluation using DialoRank to select the most suitable counterspeech.

This fusion mechanism, inspired by Trans-
former architectures (7), is shared across all
decoders to enforce consistency and reduce
parameter overhead.

* Shared Fusion: Inspired by (8), this mod-
ule computes dual cross-attentive embeddings
which are then merged via gated interpola-
tion. Two gating functions, Gys and Gig, are
learned using sigmoidal activations:

Gus =
G =

o(WusEns)
o(WigEg)

These gates control the contribution of each
modality’s attended features. The fusion out-
puts are computed as:

Fi = Gus - Aus—ig + (1 — Ghs) - Alg—Hs

Fy = Gig - Aus—ie + (1 — Gig) - Ae—ns
Fys = Ghus - Eus + (1 — Gus) - Aus—ie
Fg =G - Eg+ (1 — Gi) - Aie—ns

A shared, learnable combination of these four
components defines the final fused representa-
tion:

Fihared = a1 F1 + oo Fy + 1 Fus + B2 FiE

This formulation ensures both fine-grained
alignment and high-level semantic consis-

tency across hate speech and intent modali-
ties.

5.4 DialoRank: LLM-Based Response
Ranking

To evaluate and select the most effective coun-
terspeech among the generated intent-specific can-
didates, we employ DialoGPT-small as a judge
model in a process we call DialoRank. For each
sample, the model generates four counterspeech re-
sponses—one per intent—which are decoded and
embedded into a prompt alongside the original hate
speech.

DialoGPT is then prompted to assign a score
from 1 to 10, reflecting the appropriateness and ef-
fectiveness of each response. The highest-scoring
intent is selected as the predicted category. If this
predicted intent matches any of the gold labels as-
sociated with the hate speech, it is considered a
correct prediction. This allows us to compute an
intent-level accuracy metric, which reflects how
well the LLM ranks the generated responses ac-
cording to human-like judgment.



6 Experimental Setup

6.1 DialoGPT

For the DialoGPT baseline, we fine-tuned
the microsoft/DialoGPT-small model using the
Hugging Face Trainer API. The training config-
uration was adopted from the setup described in

(1).

Training Arguments:
* Epochs: 20
* Batch size: 32
* Learning rate: 8e-5
* Weight decay: 0.03
» Save strategy: epoch
* Logging steps: 10
* Output directory: ./dialogpt_logs

6.2 GPS

The GPS (Generate-Prune-Select) model was re-
implemented and trained with the hyperparameter
configuration adapted from the original paper (4).

Training Arguments:

* Epochs: 10

* Batch size: 8

* Learning rate: 1e-5

¢ Hidden size (Encoder/Generator): 512

¢ Latent dimension (n_z): 100

* Word dropout: 0.5

* Highway layers: 2

* Embedding size: 100

* Vocabulary size: 12000

* Output size: 30000

» Special tokens: <unk>,
<eos>

<pad>, <sos>,

6.3 Counter Speech Network

We trained the Counter Speech Network us-
ing a multi-decoder BART architecture, with each
decoder tailored to one of the four intents: infor-
mative, questioning, denouncing, and positive. A
fusion layer combines hate speech and intent em-
beddings before decoding.

The model was trained using the AdamW opti-
mizer with the following hyperparameters:

Training Configuration:
* Epochs: 10
* Batch size: 32
* Learning rate: 5e-5
* Optimizer: AdamW
* Max sequence length: 50
* Hidden dimension: 768
* Encoder output dimension: 256

* Input dimension: 128

7 Evaluation Metrics

To comprehensively evaluate our model and
baseline systems, we use both lexical and semantic
metrics.

* ROUGE-1, ROUGE-2, ROUGE-L: These
are recall-oriented metrics that measure the
overlap between the generated counterspeech
and the reference response. ROUGE-1 and
ROUGE-2 capture unigram and bigram over-
lap respectively, while ROUGE-L captures the
longest common subsequence.

* METEOR: A harmonic mean of unigram pre-
cision and recall, with additional alignment
based on stemming and synonymy, making it
more tolerant to paraphrasing than ROUGE.

* BERTScore (BS): We compute BERTScore
precision, recall, and F1 using contextual em-
beddings from a pretrained language model
to measure the semantic similarity between
generated and reference texts.

* Category Accuracy: This metric assesses
the model’s ability to generate the most suit-
able intent-conditioned counterspeech. For
each hate speech instance, the model pro-
duces four responses—one for each intent:
informative, questioning, denouncing,
and positive. These are evaluated by a pre-
trained DialoGPT-small model, referred to as
DialoRank. DialoRank rates each response
on a scale from 1 to 10 based on its appro-
priateness and effectiveness. The intent cor-
responding to the highest-scoring response is
considered the predicted category. If this pre-
diction matches any of the gold-standard in-
tents associated with the hate speech instance,
it is marked as correct. The final Category Ac-
curacy is computed as the proportion of such
correct predictions across all test samples.
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Figure 2: Visual comparison of generation performance for different fusion architectures.

Model R1 R2 RL M Metric QUARC
Linear Fusion 0.250 0.064 0.175 0.154 ROUGE-1 (R1) 0.25
Shared Fusion | 0.251 0.065 0.176 0.158 ROUGE-2 (R2) 0.08
Cross Attention | 0.242 0.061 0.171 0.152 ROUGE-L (RL) 0.24
DialoGPT 0.130 0.003 0.105 0.040 METEOR (M) 0.22
GPS 0.176 0.030 0.132 0.116 Semantic Similarity (SS) 0.77
BERTScore (BS) 0.89
Table 3: Text generation metrics across all models. Category Accuracy (CA) 0.70

Model BS(P) BS(R) BS(F1) CA

Linear Fusion | 0.869 0.871 0.870 0.752
Shared Fusion | 0.871  0.870 0.871 0.751
Cross Fusion 0.870 0.869 0.870 0.752
DialoGPT 0.791 0.808 0.799 0.681
GPS 0.240 0.121 0.180 0.754

Table 4: Semantic similarity and classification metrics
across all models. BS(P), BS(R), and BS(F1) refer to
BERTScore Precision, Recall, and F1, respectively.

7.1 Discussion

Our results demonstrate the effectiveness of
intent-aware modeling via QUADRA, a multi-
decoder framework for counterspeech generation.
All three fusion mechanisms—Linear, Cross-
Attention, and Shared Fusion—consistently out-
performed strong baselines (GPS, DialoGPT)
across semantic and lexical metrics.

Shared Fusion achieved the highest overall
performance, with a BERTScore-F1 of 0.871,
ROUGE-1 of 0.251, ROUGE-L of 0.176, and ME-
TEOR of 0.158, outperforming DialoGPT by over
+7 BERTScore and +12 ROUGE-1, and GPS by a
large margin across all metrics. Notably, QUADRA
matched GPS’s top Category Accuracy (CA) of
0.75, while surpassing it in fluency and relevance.

Compared to QUARC on IntentCONAN,
QUADRA also improved CA from 0.70 to 0.75,
highlighting its strength in intent selection. Though
DialoRank (based on DialoGPT) offered strong
semantic matching, its zero-shot nature lacked
consistent intent alignment—further validating

Table 5: Performance of QUARC on the IntentCO-
NAN dataset with five communicative intents (1).

QUADRA’s intent conditioning approach.

Overall, Shared Fusion + QUADRA performed
best by adaptively balancing hate speech and in-
tent features through gated interpolation, leading
to more coherent and intent-aligned responses. Un-
like Linear Fusion, which lacked modulation, and
Cross-Attention, which sometimes diluted intent
focus, Shared Fusion offered a controlled yet flexi-
ble integration—crucial for generating rhetorically
effective counterspeech.

8 Conclusion

We presented QUADRA, an intent-aware coun-
terspeech framework with four BART decoders
aligned to rhetorical intents and fused with Hate-
BERT embeddings. Through structured fusion and
zero-shot evaluation via DialoRank, QUADRA
consistently outperforms strong baselines on se-
mantic and classification metrics.

Our findings emphasize the importance of intent
conditioning and cross-modal alignment for gener-
ating persuasive counterspeech. DialoRank further
offers a scalable, interpretable alternative to human
evaluation.

Future directions include more expressive clas-
sification heads, improved fusion alignment, and
extensions to nuanced intents and multi-turn dia-
logues.
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Appendix

Model Weights

The pre-trained weights for all the models used
in this project — including DialoGPT FineTuned,
Linear Fusion, Shared Fusion, and Cross Atten-
tion — are available for download.

Download Model Weights on Google Drive

QUARC Model Implementation

The official implementation of the QUARC
model is publicly available on GitHub:
Repository: https://github.com/LCS2-
III'TD/quarc-counterspeech

The model was introduced in the following paper:
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